
Evolving Programs and Prey: Neuroevolution at Work 
 
Across a flat, barren land, two predators stalk their prey, moving with inexorable  
swiftness. The hunted creature flees and, for a few tense moments, seems out of 
reach. The pursuers are faster, though—now they move diagonally, closing in on the 
prey. Then the quarry feints, dodging nimbly away from the nearest menace. But the 
hunters are just as smart, and the prey is nearly cornered. The hunters bound 
forward one final time. And suddenly, the game is over.  
 
It might sound like life on the African savannah, but the barren landscape is a simple 
white background on a computer screen. The predators are two rather non-
threatening blue and green squares, and the prey is a small “X” scurrying across the 
screen.  
 
In fact, the entire scenario is a computer program developed by the Neural 
Networks Research Group at the University of Texas at Austin, which is led by Dr. 
Risto Miikkulainen.  
 
Professor Miikkulainen, who teaches both undergraduate and graduate computer 
science courses in artificial intelligence, has recently been named as part of a five 
university consortium called BEACON, or the Bio/computational Evolution in Action 
Consortium. Funded by the National Science Foundation, BEACON provides 
Professor Miikkulainen and his colleagues with $25 million and the opportunity to 
study evolution in action.  
 
“We bring an interdisciplinary approach to understanding biological evolution,” said 
Professor Miikkulainen, “and, on the other hand, bring in biological ideas and 
insights into computational evolution.”  
 
At first glance, Professor Miikkulainen’s research interests seem bizarre, if not 
incoherent: why is a professor in computer science interested in biology and 
evolution?  
 
The key to the answer is Professor Miikkulainen’s specific area of research—
developing artificial intelligence through neural networks. The simple computer 
program described above was actually the precursor to Professor Miikkulainen’s 
most current work in the field, published in a paper that was presented during the 
Conference on Computational Intelligence and Games at Denmark in August of this 
year.  
 
The paper, says Dr. Miikkulainen, was written before the BEACON grant was 
awarded, but was along the same interdisciplinary lines. “It describes the kind of 
behaviors that we see in… game and predators and prey in the wild,” Dr. 
Miikkulainen explained.  
 



But the research, conducted by Dr. Miikkulainen and post-graduate students 
Padmini Rajagopalan and Aditya Rawal, is making an impact not just in 
interdisciplinary studies, but also in the field of artificial intelligence—and, 
specifically, neural networks.   
 
Traditionally used to describe the cells that transmit and store information in our 
brains, a “neural network” now usually refers to an artificial program that mimics 
the behavior of the brain using multiple layers of “cells” connected to each other. 
Information and responses propagate through these layers of cells, producing 
complex behavior. In short, the system acts like a human brain “learning” 
something.  
 
That learning usually occurs when the various layers provide feedback through the 
system, fine-tuning the connections between them. As Dr. Miikkulainen puts it, what 
is programmed is “only the learning mechanism, and then through the interactions 
of the environment, intelligence and knowledge emerge.”  
 
Finding the right learning mechanism can be described as a kind of evolution, where 
the correct solution is reached through a trial-and-error process. The link between 
artificial intelligence and evolution, according to Professor Miikkulainen, is clear. 
“Evolution… makes small steps, every one of them being a small advance,” he said. 
“And eventually you get much more complex behavior” like neural networks.  But 
evolution-like behavior can also be established between different neural networks 
in a process called co-evolution.   
 
This concept is drawn from the natural world, where predatory-prey systems 
develop increasingly sophisticated ways to hunt and evade through interactions 
with each other. Similarly, two entities with two different neural networks could 
evolve their behaviors as they respond to each other’s actions.  
 
Dr. Miikkulainen and his team found that not only could they create agents that 
developed new behavior to defeat the other population, but that the predators could 
evolve cooperative behavior within themselves, adopting new roles and strategies 
to catch their prey.  
 
All it took was increasing the number of neural networks that each predator had, so 
that they could change their behavior based on both the prey and their colleagues.  
 
Even more remarkably, the predators didn’t have to exchange information to be 
successful. “It’s actually surprisingly efficient not to communicate directly, but 
instead observe what the prey did and react to that,” said Dr. Miikkulainen. “You 
could infer what your teammates were doing by just observing the prey.” 
 
This is where the BEACON grant will come in handy. “We found out that there were 
biologists who are already working on similar issues of cooperation and 
collaboration,” he said, referring to the other scientists on the BEACON consortium.  



 
“Some of us traveled to Africa to observe hyenas in the wild, while others sit in a 
computer lab putting together graphic simulations about agents that do the same 
thing.” 
 
The BEACON collaboration and Dr. Miikkulainen’s results raise some interesting 
questions. Can animal behavior be modeled accurately? And if so, do Dr. 
Miikkulainen’s simulations suggest that we can indeed create and evolve artificial 
intelligence?  
 
(some kind of transition needed here) “A lot of the original motivation is to really 
build artificial agents for virtual environments like video games,” said Dr. 
Miikkulainen. And if this goal sounds frivolous, Dr. Miikkulainen presents an 
example of successful neuroevolution techniques: controlling a finless commercial 
space rocket.  
 
“We tested it with the same simulator that the industry was using,” he said, 
explaining that neuroevolution was highly useful because it could break down tasks 
and solve them incrementally. “And it happens in evolution as well… it doesn’t make 
huge leaps, but it makes small steps, every one of them being a small advance. And 
eventually you get into much more complex behavior.” 
 
Neuroevolution isn’t without its critics, of course. Since there are multiple, hidden 
layers of connections within a single neural network, “you cannot tell what they’re 
doing—it’s all opaque knowledge,” said Dr. Miikkulainen. “Also, it leads to a 
situation where you cannot really trust [the networks], because you don’t know 
exactly what’s there.” 
 
But, he argued, referring to the rocket controller, neuroevolution produces results. 
“We put it through exactly the same tests as the engineers put their systems.” 
 
Dr. Miikkulainen also suggested that there might be other, more prosaic uses for 
neuroevolution besides rocket controls and observing hyenas in the wild. “It also 
works with training,” he commented. Cultural training, for instance, could spare 
visitors to a new country some embarrassment. The trainees could “go to another 
country and… learn to not behave badly.” 
 

 

 


